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Abstract 

 
Computing large multiple protein sequence 

alignments using progressive alignment tools such as 
ClustalW requires several hours on state-of-the-art 
workstations. ClustalW uses a three-stage processing 
pipeline: (i) pairwise distance computation; (ii) 
phylogenetic tree reconstruction; and (iii) progressive 
multiple alignment computation. Previous work on 
accelerating ClustalW was mainly focused on 
parallelizing the first stage and achieved good speedups 
for a few hundred input sequences. However, if the input 
size grows to several thousand sequences, the second 
stage can dominate the overall runtime. In this paper, we 
present a new approach to accelerating this second stage 
using graphics processing units (GPUs). In order to 
derive an efficient mapping onto the GPU architecture, 
we present a parallelization of the neighbor-joining tree 
reconstruction algorithm using CUDA. Our experimental 
results show speedups of over 26× for large datasets 
compared to the sequential implementation. 
 
1. Introduction 
 

Multiple Sequence Alignment (MSA) algorithms are 
used to align three or more biological sequences. 
Exhaustive dynamic programming is a straightforward 
way to compute optimal MSAs. However, this approach 
is prohibitive in terms of both time and space. To 
overcome these constraints, heuristics such as progressive 
alignment [1], have been suggested. ClustalW [2] is a 
widely used and established MSA tool, which is based on 
the progressive alignment approach. 

Even though the progressive MSA method is much 
more efficient than dynamic programming, it still suffers 
from a high computational complexity. This is 
particularly evident with the processing requirements 
resulting from the rapid growth in the size of biological 
sequence databases. Recent work reveals that many 
approaches have been devised to accelerate the execution 
of progressive sequence alignment. One approach is to 

improve the algorithms in a heuristic way, which 
sometimes achieves a better performance but at the 
expense of accuracy. Other approaches focus on the use 
of high-performance computing, which often achieves 
good performance without any degradation in the quality 
of results. In general, to fully exploit the computational 
capability of high-performance computing architectures, 
the algorithms have to be redesigned to conform to the 
programming models of the architectures. 
Supercomputers [18], workstation clusters [20] and 
special purpose hardware accelerators [22] are often used 
to reduce the runtime of progressive sequence alignment 
without loss of quality.  

The development of general-purpose computing 
systems, consisting of a powerful CPU and a high 
performance graphics processing unit (GPU) for gaming 
applications, has resulted in a powerful tool for high-
performance computing. The general-purpose computer 
with programmable GPU hardware has shown great 
promise for solving many computationally intensive 
problems and has opened up a range of possibilities for a 
variety of application domains ranging from scientific 
computing [3], computational geometry [4], database 
operations [5], image processing [6] [7], bioinformatics 
[8]and so forth. Earlier development on GPUs required 
that applications use explicit graphics application 
programming interfaces (APIs) to organize data into 
streams and invoke kernels, which were usually written 
using high-level programming languages, such as Cg, 
GLSL, etc. The main challenge involved in using this 
methodology is the constraints of the development 
environment and the limited language support to leverage 
the huge performance potential. The advent of CUDA [9] 
enables the GPU to perform computations where 
hundreds, or even thousands, of streaming processor 
cores communicate and cooperate with each other to 
solve complex computing problems, thus transforming 
the GPU into a massively parallel processor. Speedups 
ranging from 10× to more than 100× have been achieved 
using CUDA [26]. Motivated by the power of CUDA-
enabled GPUs, we exploit this technology to accelerate 
the neighbor-joining method [10] used in ClustalW. To 



the best of our knowledge, it is the first time that the 
parallel neighbor-joining method has been implemented 
on GPUs. 

The rest of the paper is organized as follows:  Section 
2 introduces the basic progressive alignment algorithm, 
analyzes the complexity of ClustalW and then gives a 
brief summary of previous work to accelerate different 
stages of this algorithm on different architectures. In 
Section 3, the CUDA architecture and programming 
model are described. Section 4 presents a basic neighbor-
joining algorithm and an improved compact memory 
algorithm implemented using CUDA. The performance is 
evaluated in Section 5. Finally, we conclude this paper 
and give a roadmap for our future work in Section 6. 
 
2. Multiple Sequence Alignment 
 

2.1. Progressive Sequence Alignment 
 
Progressive sequence alignment typically consists of 

three stages (see Figure 1). Stage 1 computes a distance 
matrix comprised of the distance value between each pair 
of input sequences. Each distance value is generated 
using a pairwise sequence alignment. In ClustalW, there 
are two pairwise alignment methods available: one is a 
faster but approximate method, called fast pairwise 
alignment and the other is a slower but accurate method, 
called full pairwise alignment.  
  

}
} }

 
Figure 1. Three stages of progressive sequence 
alignment: (1) distance matrix; (2) guided tree and (3) 
progressive alignment along the guided tree 
 

Stage 2 generates a guided tree from the distance 
matrix produced by Stage 1 using distance-based 
phylogenetic tree reconstruction methods. In ClustalW, 
the neighbor-joining method is used to reconstruct the 
guided tree. The neighbor-joining method is a distance-
based method for reconstructing phylogenetic trees from 
evolutionary distance data [10]. It provides not only the 
topology but also the branch lengths of the final tree. The 
original version by Saito and Nei [10] was modified by 
Studier and Keppler [11] so that it runs in time O(n3), 
where n is the number of operational taxonomic units. 
This stage can be divided into two sub-stages: the 
neighbor-joining tree reconstruction (NJ Tree) sub-stage 
and the getting weights and steps (W&S) sub-stage, which 
reroots the unrooted neighbor-joining tree and gets the 
sequence weights and the alignment steps for Stage 3. 

Stage 3 performs progressive alignment of the various 
profiles to form the final MSA along the guided tree. In 
ClustalW, the final progressive alignment consists of two 
stages: the closely related sequences, which are the leaves 
of a same sub-tree in the guided tree, are aligned first and 
then more divergent sequences are aligned to the closest 
aligned sequences.   

 

2.1 Complexity Analysis of ClustalW 
 
To identify ClustalW bottlenecks, we consider the 

complexities of all the three stages. Previously, the 
complexity of ClustalW version 1.82 has been analyzed 
by Edgar [12]. However, ClustalW version 2.0 contains 
some new features [13]. In this paper, the latest ClustalW 
source code version 2.0.9 is chosen for analysis. Given a 
DNA or protein sequence dataset S={S1, S2, …, Si, …, Sn}, 
which consists of n sequences, define li  to denote the 
length of the sequence Si and lave to denote the average 
length of all the sequences in dataset S. 

As mentioned above, there are two pairwise alignment 
methods in ClustalW. In this paper, we consider the 
complexity analysis of full pairwise alignment as it is 
more widely used in practice. The full pairwise alignment 
calculates more accurate scores from full dynamic 
programming alignments, which mainly consists of three 
steps for each pair of sequences. Firstly, a forward 
optimal local alignment is performed, using the Smith-
Waterman alignment algorithm [14][15] from the 
beginning of both sequences to their respective ends in 
order to identify the position (se1, se2) of the maximum 
score. Secondly, a reverse optimal global alignment is 
performed from the position (se1, se2) to the beginning of 
both sequences, respectively, to find another position (sb1, 
sb2) with a maximum score that is equal to the previous 
one; finally, an affine gap penalty global alignment using 
the Myers and Miller algorithm [17] from position (sb1, 
sb2) to (se1, se2) is performed. Let  Tdist(S) denote the 
runtime of full pairwise alignment, Tsw( li, lj) denote the 
runtime of the Smith-Waterman Algorithm dealing with a 
pair of sequences whose length are li and lj respectively 
and Tmm(lmi, lmj) denote the runtime of the Myers and 
Miller algorithm to align two profiles whose length are 
lmi and lmj respectively. In general, the runtime of the 
forward alignment is slightly different from that of the 
reverse alignment. Here for simplicity, we assume that 
both have the same runtime.  Therefore, Tdist(S) can be 
denoted by the following equation: 
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It is well-known that the complexity of the Smith-
Waterman Algorithm is O(li×lj) [16] and the complexity 
of the Myers and Miller algorithm is O(lmi×lmj) [12]. In 



the full pairwise alignment, lmi and lmj are never greater 
than li and lj, respectively. From the equation (1), it can be 
easily shown that the complexity of full pairwise 
alignment is O(n2lave

2). 
For each internal node in the neighbor-joining tree, the 

method has to select a pair of valid nodes ready to be 
combined into the tree. Let Ctree denote the runtime of the 
basic operations to calculate the branch length of the 
guided tree when one node pair is combined into a new 
node, where Ctree is a constant value. Then the runtime of 
the neighbor-joining tree can be determined as: 
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thus, the complexity of neighbor-joining tree is O(n3). 

The final progressive alignment consists of two stages: 
the first is to align the closely related sequences following 
the neighbor-joining tree; the second is to align more 
divergent sequences to its closest pair among the aligned 
sequences.  The runtime of a single iteration of 
progressive alignment is mainly subject to two 
operations: the construction time of profiles from 
sequences and the runtime of aligning both profiles using 
the Myers and Miller algorithm. Let s and t denote the 
lengths of both profiles respectively. The complexity of 
operations relating to profile construction is O(n×(s+t)). 
Since the complexity of the Myers and Miller algorithm is 
O(s×t), the complexity of a single iterative progressive 
alignment can be considered as O(n× (s+t)+s×t).  For the 
convenience of analysis, without loss of generality, we 
assume that s and t are both equal to lave, so the 
complexity of a single iterative progressive alignment is 
O(nlave + lave

2). 
If the number of times that progressive alignment is 

performed were known, it would be very easy to work out 
the complexity of progressive alignment. However, the 
guided tree differs for different sequence datasets, making 
it difficult to exactly evaluate how many times a single 
iterative progressive alignment is executed. Instead, let us 
examine the extreme cases. Obviously, for n sequences, 
the number of internal nodes of the guided tree is n-1. On 
one hand, if all of sequences were close enough to be 
aligned, a single iterative progressive alignment will be 
executed n-1 times. On the other hand, if the sequences 
were so divergent that none is aligned in the first stage, a 
single iterative progressive alignment would also be 
executed n-1 times in this stage. That is to say, in all 
cases, the total number of times that a single iterative 
progressive alignment is executed can not be greater than 
2×(n-1). Thus, we can conclude that the complexity of 
progressive alignment is O(nlave

2 + n2lave). Table 1 
presents the complexities of different stages of ClustalW 
(version 2.0.9). 
 

Table 1. Big-O asymptotic complexities of the different 
stages of ClustalW version 2.0.9 

Stage O(Time) 
Distance matrix  O(n2lave

2) 
Guided Tree O(n3) 
Progressive Alignment (each iteration) O(nlave + lave

2) 
Progressive Alignment (total) O(nlave

2 + n2lave)  
Total O(n2lave

2 + n3) 
 
2.2 Profiling of Sequential ClustalW 
 

From the complexities shown in Table 1, we can make 
the following conclusions about the general runtime 
behavior of ClustalW:   

• Stage 1 always has a longer runtime than Stage 3; 
• If  n > lave then  Stage 2 has a longer runtime than 

Stage 3; 
• if n > lave

2 then Stage 2 has a  longer runtime than 
Stage 1.  

To verify the above conclusion with actual runtimes, 
we have used several large datasets of protein HIV 
sequences with small average lengths and profiled the 
runtime of different stages of ClustalW 2.0.9 on a P4 
3GHZ with 1GB RAM running Linux. The results are 
shown in Table 2.  
 
Table 2. Runtimes (in second) of the different stages of 
ClustalW (version 2.0.9) for Protein HIV datasets 
Sequence
Number

Average 
Length

Distance 
Matrix 

Guided Tree Progressive 
Alignment NJ Tree W&S 

4000 57 963 258 95 226 
5866 54 1969 810 276 564 
8000 73 5165 2062 616 884 
8309 57 3628 2397 695 323 

10083 49 3999 4266 1258 603 
 

When dealing with the dataset of 10083 sequences, the 
runtime of the neighbor-joining tree reconstruction sub-
stage and the overall runtime of Stage 2 is larger than that 
of Stage 1. Hence, it is imperative to speed up the 
neighbor-joining method for large sequence datasets so 
that multiple sequence alignment using ClustalW could 
be finished in a reasonable time. 
 
2.3 Previous Work on Parallelizing MSA 
 

Previous work on parallelizing ClustalW has been 
performed on coarse-grained (e.g.[19-22]) as well as fine-
grained parallel architectures (e.g.[22-23]). 

Li [19] implemented ClustalW-MPI running on 
workstation clusters with a distributed memory 
architecture, which parallelizes the first and the third 
stages of ClustalW to reduce the execution time. Ebedes 



and Datta [20] also parallelized the first stage and the 
third stage of ClustalW using the MPI method that is 
similar to Li [19]. Du and Lin [21] pointed out that when 
handling larger datasets, such as when the sequence 
number is over 5000, the reconstruction of the neighbor-
joining tree occupies more than 30% of the runtime of 
ClustalW. To overcome this, they proposed a parallel 
method for the reconstruction of the neighboring-joining 
tree using MPI running on a workstation cluster [21]. 

A number of fine-grained parallel architectures such as 
FPGAs and GPUs have also been used for speeding up 
ClustalW. Oliver et al [22] [23]constructed a linear 
systolic array to perform pairwise sequence distance 
computations using dynamic programming on a standard 
FPGA. The pairwise alignment algorithm was efficiently 
mapped to a linear array of PEs, where each PE is 
assigned to each character in the query string and a 
subject sequence is shifted through the linear chain of PEs 
in a systolic way. Liu et al [24] reformulated the 
dynamic-programming-based alignment algorithm into 
streaming algorithm using OpenGL and implemented the 
pairwise alignment on a GPU.  

Besides ClustalW, some other multiple sequence 
alignment tools including T-Coffee [28], MUSCLE [12] 
and DIALIGN [29], have also been parallelized. Zola et 
al [30] presented a parallel implementation of T-Coffee, 
which parallelizes the library generation stage and the 
progressive alignment stage using MPI. Deng et al [31] 
parallelized the three modules (FRA, PMC and CT), 
which take most of the runtime of MUSCLE, with 
OpenMP paradigms. Boukerche et al [32] implemented a 
hardware accelerator on an FPGA to execute the most 
compute intensive part of DIALIGN. 
 
3. CUDA Programming Model 
 

NVIDIA’s CUDA development environment enables 
developers to utilize the tremendous computational 
capability and high memory bandwidth of GPUs. A 
CUDA-enabled GPU is composed of a scalable array of 
multithreaded streaming multiprocessors, with each 
multiprocessor consisting of eight processor cores. When 
a CUDA program running on the host CPU invokes a 
kernel grid which can run on a GPU with available 
execution capability, the thread blocks of the grid will be 
distributed to the multiprocessors. The threads of a thread 
block are grouped into warps, which execute concurrently 
on one of the multi-processors. CUDA makes three 
refinements to the concept of running kernel functions 
across thousands of parallel threads: hierarchical thread 
blocks, shared memory and barrier synchronization [26]. 

Thread blocks may contain up to 512 threads. All the 
threads in a thread block execute the same kernel and are 
scheduled independently. A thread block can be arranged 
as a 1-, 2- or 3-D array. Threads in a block can 

communicate and synchronize with each other, whereas 
threads in different blocks can not. The on-chip shared 
memory is very small but extremely fast. As long as there 
is no bank conflict, it can be accessed as fast as accessing 
registers. Shared memory is visible to all the threads in a 
block. Therefore, the threads in a block can share data 
through the fast on-chip shared memory. Sometimes, the 
extent to which it is possible to efficiently utilize shared 
memory has a significant impact on the performance. 
When threads are accessing the same memory in parallel, 
a mechanism to guarantee that one thread is ready to read 
an address will not conflict with another thread ready to 
write to the same address. In CUDA, a simple and light-
weight intrinsic function __syncthreads () is provided to 
act as a barrier synchronization at which all the threads in 
a block must wait until the last thread finishes. 

Any thread can access device memory from global 
memory, constant memory or texture memory. The global 
memory space is not cached. Hence, the optimization of 
global memory is especially important as the global 
memory bandwidth is low and its latency is hundreds of 
clock cycles. The constant memory is cached and only 
readable by the threads. For all the threads of a half-warp, 
the cost of reading from constant memory scales linearly 
with the number of different addresses read. As long as 
all threads read the same address, reading from constant 
memory is as fast as reading from a register. The texture 
memory is cached and is also only readable by threads. 
Generally, reading device memory through texture 
fetching can achieve better performance than reading 
device memory directly from global or constant memory 
[9]. 
 
4. Parallelization of Neighbor-Joining Tree 
Reconstruction 

 
4.1 Sequential Neighbor-Joining Algorithm 
 

In ClustalW, the guided tree is used to guide the final 
multiple sequence alignment process. It is calculated 
using the neighbor-joining method from the distance 
matrix produced by pairwise sequence alignment. Figure 
2 shows the descriptive procedure of the neighbor-joining 
method in ClustalW version 2.0.9. 

The inner loop (from lines 7 - 18) is the most time 
consuming step with time complexity O(n2). If the inner 
loop could be completed in constant or nearly linear time 
by using parallelization techniques, the runtime of the 
reconstruction of the neighbor-joining tree would be 
significantly reduced. In this paper, two parallel methods 
using CUDA are devised to implement the inner loop. 



  

 
Figure 2. Pseudocode of the sequential neighbor-
joining method 
 
 4.2 Basic Parallel Algorithm Using CUDA 

 
From Figure 2, it is easily seen that for each pair of 

nodes i and j, the calculation of Si,j is independent from 
the other pairs. That is to say, there is no data dependency 
between any pair of nodes, which is the most ideal case 
for parallel application design.  
   ⎧⎪⎪⎪⎨⎪⎪⎪⎩

⎧ ⎪ ⎪ ⎪ ⎨ ⎪ ⎪ ⎪ ⎩

 
Figure 3. Simple and straightforward grid mapping 
method in the basic algorithm: (a) the distance matrix 
is mapped to a grid of thread blocks; (b) one cell block 
corresponds to one thread block 
 

From the perspective of CUDA architecture, the 
distance matrix can be mapped onto a 1- or 2-D grid of 
thread blocks, each of which processes different cells in 
the distance matrix. The threads in a thread block 
concurrently conduct the computational work on those 
cells distributed to the thread block. Since the distance 
matrix is a symmetric square matrix, the data of the cells 
in the upper triangle or lower triangle is sufficient for the 
reconstruction of NJ tree. Therefore, a basic and 
straightforward algorithm (as shown in Figure 3) is to 
map the upper triangle (or the lower triangle) of the 
distance matrix to a 1-D grid of thread blocks and then 
group the cells in the upper triangle (or the lower triangle) 
of the distance matrix into many equally-shaped cell 
blocks, so that all the cells can be tackled in a coherent 
way. One thread block in the grid is designed to logically 
correspond to one cell block in the distance matrix and 
for simplicity, both the thread blocks and the cell blocks 

are all designed as 2-D square matrixes. According to 
Figure 3, for a distance matrix of size n × n, if one cell 
block is of size m × m in the distance matrix, the total 
number of cell blocks can be denoted as follows: 

( 1) ,
2

( 1) /

blocks blockstotalBlocks

blocks n m m

× +=

= + −  
Since there is one-to-one correspondence relationship 

between cell blocks and thread blocks, the total number 
of thread blocks in the grid is equal to the total number of 
cell blocks in the distance matrix.  

According to [9], the number of threads per thread 
block should be a multiple of the warp (consisting of 32 
threads) size to avoid wasting computing resources and at 
least 192 active threads per multiprocessor to hide the 
delays incurred by read-and-write dependencies of 
registers. Thus, in this algorithm, 256 threads per thread 
block is a better choice considering the available number 
of registers per block. To keep the total number of thread 
blocks within a reasonable range and achieve a better load 
balancing for all threads in a thread block, the size of a 
cell block must be carefully selected. The assignment of 
the same number of cells to each thread in a thread block 
leads to a good load balancing. For example, for a cell 
block of size 64 × 64, each thread in a thread block may 
be assigned to process a cell sub-block of size 4 × 4. 
Figure 4 shows the pseudocode of the CUDA 
implementation of the inner loop (from line 7 to line 18) 
in Figure 2 using the basic algorithm. 

At the initialization stage, the distance matrix is loaded 
into GPU device memory from host memory. After each 
node pair is selected, the data values of the relevant cells 
in the distance matrix have to be updated for the 
successive iteration. If the whole matrix is entirely re-
loaded, the time overhead would be fairly high due to the 
relatively narrow memory bandwidth between the host 
and the GPU. In order to significantly reduce the amount 
of data transferred, only the changed valid cells are 
updated. In this way, only the data values of one-column 
and one-row cells in the distance matrix need to be 
transferred from host to GPU every iteration, which 
makes the data transfer overhead negligible.  

Shared memory is used to store the temporary results 
of each block. Each thread in one thread block compares 
and selects the node pair whose combination into a new 
node gives the smallest branch length among the node 
pairs allocated to it and then stores the selected node pair 
and its value Smin into the storage space allocated to it in 
shared memory. Texture memory is exploited to store the 
distance matrix. 



  

 
Figure 4. Pseudocode of the CUDA kernel for the 
neighbor-joining method using the basic algorithm  
 
4.3 Improved Compact Memory Parallel 
Algorithm Using CUDA 
 

If the entire distance matrix is loaded into GPU device 
memory without any modification, half of the GPU 
memory space is wasted due to the symmetry of the 
distance matrix. Since the GPU device memory is 
relatively small (typically less than 1GB), it is 
advantageous to fully utilize the memory so that larger 
datasets can be accommodated.  

To improve the GPU device memory utilization, we 
propose an improved algorithm based on memory 
compaction. In this algorithm, the distance matrix is 
considered as a 2-D coordinate space. Through coordinate 
mapping, up to half of the memory size can be saved 
compared with the basic algorithm. For n sequences, in 
the basic algorithm, the size of the memory occupied by 
the distance matrix is (n + 1) × (n + 1), whereas in the 
compact memory algorithm, the size is reduced to (n + 1) 
× (MidPoint + 1), where MidPoint is equal to (n + 1)/2. 
Figure 5 illustrates an example for both algorithms. 

As can be seen from Figure 5, this algorithm maps the 
bottom half of the upper triangle to the lower triangle of 
the top half. The distance matrix is considered as a 2-D 
coordinate space on the Cartesian plane, where the origin 
is located on the left-top corner and the horizontal (x) 
coordinates increase from the left to the right and the 
vertical (y) coordinates increase from the top to bottom. 

The coordinate mapping rules are as follows. For each 
cell (x, y) in the upper triangle of the distance matrix, 

• if y is less than or equal to MidPoint,  the 
coordinate is not modified; 

• if y is greater than MidPoint, the coordinate is 
mapped to (n + 1 – x, n + 1 – y).   

 
   

 

 
Figure 5. Examples of the distance matrices in both 
algorithms: (a) the original distance matrix used in the 
basic algorithm; (b) the new compact memory 
distance matrix in the improved algorithm 
 
  

 
Figure 6. Coordinate mapping rules used in the 
compact memory algorithm.  
 

Figure 6 shows an example of the mapping of the new 
compact memory distance matrix for 9 sequences (n = 9). 
For the coordinate (8, 6), because the y coordinate (i.e. 6) 
is greater than MidPoint, it is mapped to coordinate (n+1-
8, n+1-6) = (2, 4). Coordinate (7, 2), it is not modified 
because the y coordinate (i.e. 2) is less than MidPoint. 
Therefore, this algorithm requires coordinate 
transformations for the cells whose y coordinates are 
greater than MidPoint when accessing data in the distance 
matrix. In this algorithm, the cells that are in the same 
row (or column) in the original distance matrix are still in 
the same row (or column) in the mapped distance matrix. 
  
5. Performance Evaluation 
 

We have implemented the basic algorithm and the 
improved compact memory algorithm using CUDA and 
evaluated both of the algorithms on an NVIDIA GeForce 
GTX 280 graphics card. This card has 30 streaming 
multiprocessors (a total of 240 scalar processing cores) 



operating at a clock rate of 1296MHz with 1GB of device 
memory. It is installed in a PC with an AMD Opteron 248 
2.2 GHz processor and 2GB RAM running the Linux 
operating system. The original ClustalW (version 2.0.9) 
program is executed on a HP xw4100 workstation with a 
P4 3.0 GHZ processor and 1GB RAM running the Linux 
operating system. 

The topology of the phylogenetic tree depends on the 
sequences, whereas from the neighbor-joining method, it 
can be seen that the runtime of the neighbor-joining 
method mainly depends on the number of sequences. 
Hence, the actual sequences have little impact on the 
runtime. Without loss of generality, all the data values of 
the cells in the distance matrix are positive, normalized 
simulated data, which can be generated from a random 
number generator for simplicity. 

In both implementations, every thread block consists 
of 256 threads and each thread processes 16 different 
cells in the corresponding cell block. The experiments are 
conducted on datasets where the number of sequences 
ranges from 1,000 to 12,000. Figure 7 demonstrates the 
speedups of both algorithms.  
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Figure 7. Speedups of the basic and the improved 
compact memory algorithms 
 

The experimental results indicate that our CUDA 
implementations have achieved significant performance 
speedups over the original neighbor-joining method. 
Furthermore, the speedups increase with the size of 
datasets in both algorithms, albeit growing more slowly. 
For the datasets with more than 10,000 sequences, a 
speedup of more than 22 is achieved for the basic 
algorithm and more than 26 for the improved compact 
memory algorithm. An average speedup of 20.23 is 
achieved for the basic algorithm and 23.07 for the 
improved compact memory algorithm. 

From Figure 7, it can be seen that for all tested 
datasets, the improved compact memory algorithm 
outperforms the basic algorithm. This might be due to the 
following reasons. For a CUDA application, the issue 
order of the thread blocks within the grid is undefined. 
When one of the thread blocks assigned to a streaming 
multiprocessor finishes, one of the thread blocks in the 

waiting lists will be activated and scheduled to this 
streaming multiprocessor. Thus, the cells in the distance 
matrix, which are accessed through texture memory by all 
the threads at any time during the execution of both 
algorithms, may be widely distributed all through the 
distance matrix. This distribution is a challenge to the 
texture caching. With the increase of the sizes of datasets, 
the basic algorithm distance matrix occupies much more 
memory, resulting in a worse cache hit rate compared to 
the improved compact memory algorithm. In this case, 
the basic algorithm spends more time on external memory 
accesses, so that the time spent on the coordinate 
mapping become negligible and the improved compact 
memory algorithm runs faster than the basic algorithm. 
Both implementations use 20 registers for their kernels 
and less than 4KB shared memory, respectively. Table 3 
gives the GPU occupation data calculated using CUDA 
Occupancy Calculator [27]. 
 
Table 3. GPU occupation data for both algorithms 

Active Threads per Multiprocessor 768 
Active Warps per Multiprocessor 24 
Active Thread Blocks per Multiprocessor 3 
Occupancy of each Multiprocessor 75% 

 
6. Conclusion and Future work 
 

In this paper, we have introduced two CUDA 
algorithms for the neighbor-joining tree reconstruction for 
large multiple sequence alignments. Our implementation 
on an NVIDIA GeForce GTX 280 graphics card results in 
a speedup up to 26 for datasets with more than 10,000 
sequences. Even though the reconstruction of neighbor-
joining tree can dominate the runtime of ClustalW for 
large datasets, the runtime of the first stage is still 
significant. Therefore, to further speed up ClustalW, the 
first stage must also be parallelized. Our experimental 
results have shown the high computational power of 
CUDA-enabled GPUs. Therefore, parallelizing the first 
stage using CUDA is part of our future work. 
Furthermore, we are planning to accelerate all the stages 
of ClustalW using a dedicated hybrid computing system, 
which is equipped with a multi-core CPU, a CUDA-
compatible GPU and a high-density FPGA. 
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